Quick R tutorial: linear regression and k-NN

> 
> help (read.csv) #example of help...
> 
> con = url ("http://www-stat.stanford.edu/~tibs/ElemStatLearn/datasets/prostate.data")
> prost=read.csv(con,row.names=1,sep="\t")
> # alternatively:    setwd("C:/Documents and Settings/Administrator/Desktop")
> #                   prost=read.csv("prostate.data",row.names=1,sep="\t")
> 
> summary(prost)
     lcavol           lweight           age             lbph        
 Min.   :-1.3471   Min.   :2.375   Min.   :41.00   Min.   :-1.3863  
 1st Qu.: 0.5128   1st Qu.:3.376   1st Qu.:60.00   1st Qu.:-1.3863  
 Median : 1.4469   Median :3.623   Median :65.00   Median : 0.3001  
 Mean   : 1.3500   Mean   :3.629   Mean   :63.87   Mean   : 0.1004  
 3rd Qu.: 2.1270   3rd Qu.:3.876   3rd Qu.:68.00   3rd Qu.: 1.5581  
 Max.   : 3.8210   Max.   :4.780   Max.   :79.00   Max.   : 2.3263  
      svi              lcp             gleason          pgg45       
 Min.   :0.0000   Min.   :-1.3863   Min.   :6.000   Min.   :  0.00  
 1st Qu.:0.0000   1st Qu.:-1.3863   1st Qu.:6.000   1st Qu.:  0.00  
 Median :0.0000   Median :-0.7985   Median :7.000   Median : 15.00  
 Mean   :0.2165   Mean   :-0.1794   Mean   :6.753   Mean   : 24.38  
 3rd Qu.:0.0000   3rd Qu.: 1.1787   3rd Qu.:7.000   3rd Qu.: 40.00  
 Max.   :1.0000   Max.   : 2.9042   Max.   :9.000   Max.   :100.00  
      lpsa           train        
 Min.   :-0.4308   Mode :logical  
 1st Qu.: 1.7317   FALSE:30       
 Median : 2.5915   TRUE :67       
 Mean   : 2.4784                  
 3rd Qu.: 3.0564                  
 Max.   : 5.5829                  
> 
> plot (prost$age, prost$lcavol) # standard plot
> 
> plot (prost) # all vs all in the R window
> # into file:
> #       postscript("prost.ps")
> #       plot (prost) #into postscript file in current directory (also see commands pdf, jpeg, etc..)
> #       dev.off()
> 
> prost.tr = prost[prost$train,] # train observations
> prost.te = prost[!prost$train,] # test observations
> 
> attach(prost.tr) # now we can treat columns as variables
> summary (age)
   Min. 1st Qu.  Median    Mean 3rd Qu.    Max. 
  41.00   61.00   65.00   64.75   69.00   79.00 
> detach()
> 
> prost.linreg =  lm (lpsa~.-train, data=prost.tr)
> summary(prost.linreg)
Call:
lm(formula = lpsa ~ . - train, data = prost.tr)
Residuals:
     Min       1Q   Median       3Q      Max 
-1.64870 -0.34147 -0.05424  0.44941  1.48675 
Coefficients:
             Estimate Std. Error t value Pr(>|t|)    
(Intercept)  0.429170   1.553588   0.276  0.78334    
lcavol       0.576543   0.107438   5.366 1.47e-06 ***
lweight      0.614020   0.223216   2.751  0.00792 ** 
age         -0.019001   0.013612  -1.396  0.16806    
lbph         0.144848   0.070457   2.056  0.04431 *  
svi          0.737209   0.298555   2.469  0.01651 *  
lcp         -0.206324   0.110516  -1.867  0.06697 .  
gleason     -0.029503   0.201136  -0.147  0.88389    
pgg45        0.009465   0.005447   1.738  0.08755 .  
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
Residual standard error: 0.7123 on 58 degrees of freedom
Multiple R-Squared: 0.6944,     Adjusted R-squared: 0.6522 
F-statistic: 16.47 on 8 and 58 DF,  p-value: 2.042e-12 
> 
> pred.te = predict (prost.linreg, newdata=prost.te)
> summary((prost.te$lpsa-pred.te)^2)
     Min.   1st Qu.    Median      Mean   3rd Qu.      Max. 
0.0002092 0.0440300 0.1164000 0.5213000 0.4450000 4.0970000 
> 
> # now let's do k-NN
> k.vals = c(1,5,20)
> X.te =  as.matrix(prost.te[,-c(9,10)]) # remove last two columns (response & training indicator)
> X.tr =  as.matrix(prost.tr[,-c(9,10)])
> nte = dim(prost.te)[1] # how many test observations
> ntr = dim(prost.tr)[1] # how many train observations
> 
> # variables should be standardized for properly applying k-NN!
> #   sd.tr = apply (X.tr, 2, sd)
> #   X.tr = X.tr / matrix(data=sd.tr, nrow=ntr, ncol=length(sd.tr), byrow=T)
> #   X.te = X.te / matrix(data=sd.tr, nrow=nte, ncol=length(sd.tr), byrow=T)
> 
> 
> # create matrix of distances
> norm.te = apply (X.te^2, 1, sum) # apply function to rows of matrix
> norm.tr = apply (X.tr^2, 1, sum) 
> 
> mat.norm.te = matrix (data=norm.te, nrow=nte, ncol=ntr, byrow=F) # each column is the norms of the test observations
> mat.norm.tr = matrix (data=norm.tr, nrow=nte, ncol=ntr, byrow=T) # each row is the norms of the test observations
> 
> # matrix of distances
> dist.te.tr = mat.norm.te + mat.norm.tr - 2*X.te%*%t(X.tr) # matrix multiplication
> 
> # matrix to store regression errors
> sq.err = matrix (nrow=nte, ncol=length(k.vals)) 
> for (i in 1:nte) {
+     neighbors = order (dist.te.tr[i,])
+     for (j in 1:length(k.vals)){
+         k = k.vals[j]
+         sq.err[i,j] = (prost.te$lpsa[i] - mean(prost.tr$lpsa[neighbors[1:k]]))^2}}
> 
> apply (sq.err,2,summary)
            [,1]      [,2]      [,3]
Min.     0.00705 4.521e-04  0.005989
1st Qu.  0.24280 4.969e-02  0.061870
Median   0.75250 2.889e-01  0.214800
Mean     1.64200 1.209e+00  1.040000
3rd Qu.  1.05100 1.080e+00  0.719200
Max.    10.36000 1.079e+01 12.040000

