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An unresolved issue within pragmatics and psycholinguistics is whether our cognitive machinery is adept at swiftly and accurately homing in on a single, contextually appropriate interpretation, as assumed by The Direct Access View (Gibbs 1986, 1994) and Relevance Theory (Sperber and Wilson 1986/1995), or whether it is less efficient at sieving out interpretations based on salient (coded and prominent) word and phrase meanings which might be activated irrespective of contextual information and speakers’ intent, as proposed by The Graded Salience Hypothesis (Giora 1997, 1999, 2003). Within the field of literal and nonliteral language, this translates into whether accessible but incompatible meanings and message-level interpretations are involved even when contextual information is highly supportive of an alternative interpretation. More specifically, the debate concerning the processing, for instance, of ironic, metaphoric, optimally innovative as well as negated utterances revolves around the role of salient meanings and salience-based yet incompatible interpretations in shaping contextually compatible but non-salient interpretations in contexts strongly benefiting such interpretations. This chapter reviews state of the art research involved in this debate, looking into the role of salient but incompatible meanings and salience-based but incompatible interpretations in verbal and nonverbal communication. 

1. Salient but incompatible meanings

What makes a response or a meaning salient? According to The Graded Salience Hypothesis (Giora, 1997, 1999, 2003), a response to a stimulus, be it verbal (a word or a phrase) or nonverbal (perceptual), is salient if it is coded in the mental lexicon/repository
 and foremost on our mind due to factors such as extensive and repetitive exposure (e.g., frequency of occurrence, experiential familiarity, conventionality), cognitive priority (e.g., prototypicality, animacy), or (undisclosed) preoccupation (e.g., sex); it is less salient if it is coded but low on these variables; it is nonsalient if it is not coded (e.g., novel or derived). (On tests for degree of salience, see Giora 2003, chapter 2). A coded response will always be accessed when the relevant stimulus is encountered, irrespective of context; salient responses, then, cannot be preempted. Rather, access is exhaustive (as suggested by Fodor, 1983) yet ordered: Salient responses are activated faster than less-salient ones (see also Duffy Morris, Rayner 1988; Rayner, Pacht, Duffy 1994). If outputs of response-access and contextual processes accidentally match, speedy integration processes are anticipated; if, however, they accidentally mismatch, integration processes are expected to be slower. The involvement, then, of irrelevant responses in interpretation processes is a consequence of a modular mechanism - an automatic and encapsulated process whose course of action is blind to information outside the module (as suggested by Fodor, 1983).


Information outside the module (e.g., outside the mental lexicon) – such as contextual information - may also affect interpretation very early on. If it is strong and supportive of a specific meaning or interpretation it can activate it via predictive mechanisms, especially if this information appears in segment (e.g., sentence) final position which allows information to accumulate. Regardless, such contextual mechanisms cannot block access of salient meanings (Peleg, Giora & Fein, 2001). 

To illustrate the unconditional activation of salient responses, consider the title of this chapter - Happy New War - ironically congratulating the Israeli war on Gaza, which took place in January, 2009. Although its meaning is literal and, literally, spelled out, one cannot escape accessing another collocation (Happy New Year) which instantly springs to mind, on account of its familiarity, conventionality, and frequency. Here, the salient meaning of the familiar but implicit collocation plays an important role in shaping the full interpretation of the novel collocation.

Or consider the infamous caricature of Benjamin Netanyahu, the current Israeli Prime Minister, 
 which (for those familiar with the relevant information) must bring to mind both Pinocchio, the ultimate liar, who, as a result of his lies, grew a long nose and donkey ears,
 and the anti-Semitic stereotypic image of the long-nosed deceitful Jew:   

(1)
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Although these are random and somewhat complex examples, evidence supporting the claim that salient meanings cannot be blocked, comes from a great number of empirical studies (for extensive reviews see, Giora 1997, 2003 chapter 3; Peleg, Giora & Fein, 2001, 2004, 2008). The following sections, however, focus on more recent evidence coming from studies of ambiguity (1.1) and polysemy (1.2) resolution. 
1.1 Ambiguity resolution
A stimulus (word, collocation) is considered ambiguous if the various responses (meanings) it evokes are conceptually unrelated to each other (bank; tear). Under such circumstance, it is vital to resolve the ambiguity as fast as possible and home in on the contextually appropriate meaning (Frazier & Rayner, 1990). There is, however, ample evidence demonstrating that salient meanings of ambiguous words and fixed expressions cannot be blocked but, instead, are always activated irrespective of context bias (Giora 2003 chapter 3). Furthermore, it has recently become clear that they are also always activated even irrespective of type of homograph or visual field as shown by Peleg & Eviatar (2008, 2009, in press). 

Peleg and Eviatar’s recent studies examine not only homophonic homographs (e.g., bank) - the prevailing ambiguity in most of the (English based) literature - but also heterophonic homographs (e.g., tear), which have been largely ignored. Additionally, they take into account type of context (neutral, strongly biased toward the salient meaning, strongly biased toward the less-salient meaning) and early (150 ms, 250 ms) and late (1000 ms) SOAs (stimulus onset asynchrony). This section, however, focuses on the early stages of comprehension only (150 ms - 250 ms) in order to show that activation of salient meanings cannot be preempted even by contexts strongly supportive of the alternative, less-salient meaning.

 
Although support for The Graded Salience Hypothesis should come from contexts biased toward the less-salient meaning, we start by considering, as a reference point, the activation pattern of salient meanings in contexts biased in favor of the salient meaning. Findings in Peleg and Eviatar’s studies show that, in such contexts, salient meanings are always activated and always exclusively, regardless of visual field, type of homograph, or SOA. 

Compared to contexts biased toward the salient meaning, findings in Peleg and Eviatar further show that effects of contexts biased toward the less-salient meaning (‘river’, ‘hole’) of the homograph (bank, tear) are sensitive to type of homograph. For instance, in the case of homophonic homographs (bank), context bias has no effect on lexical access; where orthography and phonology are unambiguously related (collaborating to intensify degree of salience), salient meanings (‘money’) are immediately (150 ms SOA) activated in both the left (LH) and the right (RH) hemisphere. Similarly, in the case of heterophonic homographs (tear), where orthography and phonology are ambiguously related, salient meanings (‘eye’) are also activated very early on. Their activation, however, is a bit earlier (150 ms SOA) in the RH than in the LH (250 ms SOA). 

Recent findings, then, replicate previous results showing that salient meanings of homographs, both contextually appropriate and inappropriate, are always activated, regardless of contextual bias. They further show that salient meanings, both contextually appropriate and inappropriate, cannot be blocked, regardless also of type of homograph.

1.2 Polysemy resolution
A stimulus (word, collocation) is considered polysemous if the various responses (meanings) it evokes are conceptually related to each other. Under such circumstance, it is not always necessary to resolve the ambiguity by blocking the inappropriate sense, because, most often, this sense does not interfere with the process of homing in on the contextually appropriate meaning and may even be instrumental in shaping it (Giora, 2003). Paradigmatic in this respect are metaphors, ironies, and optimal innovations (Giora, Fein, Kronrod, Elnatan Shuval and Zur, 2004). For instance, Williams (1992) showed that salient, contextually compatible and incompatible meanings ('strict'; 'solid') of familiar metaphors (The schoolteacher was criticized for not being firm) and their literal counterparts (The couple wanted a bed that was firm) were facilitated initially in both the metaphoric and the literal contexts. Selecting the appropriate meaning ('solid') occurred later on and only in the context (firm bed) where the alternative, metaphoric ('strict') meaning was not conducive to the appropriate meaning.

Findings that salient but contextually incompatible meanings of metaphors get activated and cannot be blocked even when context strongly favors the metaphoric meaning have gained more recent support. For instance, in Peleg, Giora and Fein’s (2001), responses to a lexical decision task show that a strong context supportive of the metaphoric interpretation (Sarit’s sons and mine went on fighting continuously. Sarit said to me: These delinquents won’t let us have a moment of peace) did not inhibit salient but contextually incompatible meanings (‘criminals’) of targets (delinquents) which were as accessible as contextually compatible meanings (‘kids’). This was true even when targets were placed in sentence final position (which benefits contextual mechanisms) and probed immediately afterwards (Sarit’s sons and mine went on fighting continuously. Sarit said to me: A moment of peace won’t let us have these delinquents). (For similar results, see also Ferretti, Patterson & Katz, 2006; Rubio Fernández, 2007; for counter evidence, see Ferretti, Schwint & Katz, 2007).


Similarly, in Hasson and Glucksberg (2006), contextually inappropriate metaphoric meanings (‘fast’) of negated conventional metaphors (The train to Boston was no rocket) were accessed initially in spite of a contextual cue (negation) to the contrary. Consequently, when probed later on, they facilitated targets embedded in a coherent discourse (Giora, Fein, Aschkenazi, and Alkabets-Zlozover, 2007). 

Even literal meanings of highly conventional idioms (kick the bucket) were shown to play a role in shaping their idiomatic meaning and in how they can be used (Gibbs, 1994; Gibbs & Nayak, 1989; Hamblin & Gibbs, 1990). 
Recent findings, then, replicate previous results showing that salient meanings of multiple-meaning stimuli, both contextually appropriate and inappropriate, are always activated, regardless of type of context and type of relations (ambiguity/polysemy) obtaining between a stimulus’ multiple-meanings. 

Are contextually incompatible meanings discarded so that they do not interfere with the appropriate interpretation (Gernsbacher, 1990) or are they retained in case they can play a role in affecting the final message-level interpretation, in spite of their inappropriateness? Clearly, our cognitive machinery is not adept at swiftly and accurately homing in on a single, contextually appropriate meaning. Can this “disadvantage” still advantage some utterance level interpretations? 

2. Salience-based interpretations

Do salient but incompatible meanings play a role in utterance interpretation? In general, salient meanings are the building blocks of salience-based interpretations: Salience-based interpretations are message-level interpretations, derived on the basis of the salient meanings of the stimulus components. When salient but incompatible meanings are involved (as shown in section 1), they may result in salience-based but incompatible interpretations (e.g., the literal interpretations of metaphors embedded in a metaphor inviting context). But will salience-based but incompatible interpretations be also represented in utterance end-product interpretation? For instance, will the salience-based literal interpretation of ironies, whose nonironic interpretation is literal (This one’s really sharp, said of a dull pair of scissor), or the salience-based metaphoric interpretation of ironies whose nonironic interpretation is metaphoric (This one’s really sharp, said of a dull student; see Colston & Gibbs, 2002) be instrumental in deriving the appropriate (ironic) interpretation and make part of the end-product interpretation?

Admittedly, there is no reason to assume that a stimulus’ contextually inappropriate meanings should not be suppressed so as to effect a smooth integration of end-product interpretations with contextual information (Fodor, 1983; Gernsbacher, 1990). But is such a suppression mechanism automatic, deactivating any contextually incompatible meanings or interpretations, or is it selective – sensitive to both contextual cues as well as the potential role of such incompatible meanings and interpretations in utterance’s processing and representation, despite their contextual misfit? 

Whether salience-based contextually inappropriate interpretations are involved in utterance interpretation or whether they are blocked or discarded can be resolved empirically. The various models of language comprehension and interpretation have different predictions about the involvement or lack of it of salience-based but incompatible interpretations in a stimulus representation. 

2.1. The Direct Access View

According to The Direct Access View (Gibbs 1986, 1994, 2005; Sperber and Wilson 1986/1995), our cognitive machinery can swiftly and accurately home in on a single, contextually appropriate interpretation: if context is strongly supportive of the appropriate reading, end product interpretations will not involve contextually inappropriate interpretations. This should be true even if lexical processes do not obstruct access of salient but contextually incompatible meanings (Gibbs, 1983, 1994, 2002, 2005). According to this view, rich context should activate the contextually appropriate interpretation exclusively so that only that interpretation becomes available for further processes. In a strong context, then, the question as to whether salience-based contextually inappropriate interpretations are involved in utterance interpretation is irrelevant. Under such circumstances, inappropriate, salience-based outputs should not be fleshed out at all; instead, the appropriate interpretation must be derived exclusively, affecting a seamless integration with contextual information. 

2.2. The Standard Pragmatic Model

The Direct Access View argues against the traditional serial model - The Standard Pragmatic Model (Grice, 1975; Searle, 1979) - according to which understanding language involves activating the literal interpretation of the utterance first. In case that interpretation fails to meet contextual fit, an additional stage of monitoring and adjustment will follow, affecting suppression and replacement of the literal interpretation by appropriate outputs. Such a model predicts, then, that arriving at the utterance appropriate interpretation will not be seamless; however, it will result in an exclusive appropriate interpretation.


On both, The Direct Access View and The Standard Pragmatic Model, then, utterance final output contains the contextually appropriate interpretation only. Whereas on The Direct Access View inappropriate interpretations are not expected to be derived, on The Standard Pragmatic Model they are, but are also expected to undergo suppression. In spite of their differences concerning early context effects, both views predict same end-product interpretations, free of inappropriate message-level interpretations.

2.3 The Graded Salience Hypothesis

Unlike The Direct Access View and The Standard Pragmatic Model, The Graded Salience Hypothesis has different predictions. According to The Graded Salience Hypothesis (Giora, 2003, 2006; Giora & Fein, 1999), activated meanings are not discarded unconditionally (The Suppression/Retention Hypothesis). They are discarded if they interfere with the interpretation processes, as found for contextually inappropriate (but not for appropriate) meanings of ambiguities, which lost initial levels of activation between 250-1000 ms SOA (see Peleg & Eviatar, 2007, 2008, in press); they are retained if they are deemed undisruptive or conducive to the final interpretation, as found for inappropriate senses of polysemies such as the literal meanings of metaphors, which did not lose initial levels of activations even at 1000 ms ISI (see Rubio Fernández, 2007; Williams, 1992; see also Brisard, Frisson, & Sandra, 2001; Giora & Fein, 1999).

Given that salient meanings are accessed initially and need not be suppressed (Peleg & Eviatar, 2008, 2009, in press), deriving salience-based interpretations must occur quite early on. Their activation must be speedy because it relies on the salient meanings of the utterance’s components. Salience-based interpretations may therefore either accidentally match contextual information or result in contextual misfit. Regardless, according to The Graded Salience and The Suppression/Retention Hypotheses, even when salience-based interpretations are contextually inappropriate, they may still play a role in shaping the final utterance’s interpretation (as shown for polysemous utterances, such as metaphors and ironies, see Giora 2003). Indeed, a contextual mismatch need not be a disadvantage; even salience-based contextually inappropriate interpretations may be instrumental in shaping final interpretations and effect humor or pleasure (Giora, Fein, Kronrod, Elnatan, Shuval and Zur 2004; Giora, Fein, Laadan, Wolfson, Zeituny, Kidron, Kaufman, & Shaham, 2007).

Based on The Graded Salience Hypothesis (Giora, 2003, 2006; Giora & Fein, 1999), salience-based interpretations should not be sensitive to degree of literality. Given that they are derived on the basis of the salient meanings of the utterance components, they may be either literal or nonliteral, as found for the ironic This one’s really sharp, whose salience-based interpretation is metaphoric (see Colston & Gibbs, 2002). 

In sum, The Graded Salience Hypothesis predicts that salience-based interpretations will be derived swiftly, regardless of context or degree of literality. They will be retained, even when inappropriate, if deemed conducive to the final interpretation of the utterance. Diverging from The Direct Access View and The Standard Pragmatic Model, then, The Graded Salience Hypothesis predicts that final message-level outputs may involve contextually incompatible interpretations even in strong contexts favoring the appropriate interpretation.

3. Message-level outputs involve contextually incompatible interpretations – Empirical findings

Reviewing the predictions of the various models (section 2) reveals that whereas The Graded Salience Hypothesis predicts possible involvement of contextually incompatible interpretations in an utterance end-product interpretation, The Direct Access View and The Standard Pragmatic Model anticipate no such involvement.  In this section, I will review empirical findings in order to test the various models’ predictions (section 3.2). First, however, I review the measures that can be used to tease apart the various views.

3.1 Measures suitable to test suppression and retention of salience-based though incompatible interpretations

3.1.1 Reading times

Reading times of whole utterances may disclose something about their interpretation processes. If contextually inappropriate interpretations comprise a part of the final output then reading times of these utterances should take longer than when these inappropriate interpretations are not involved in the process. For instance, in Brisard, Frisson, & Sandra (2001) and Giora & Fein (1999), novel metaphors took longer to read when the context was biased toward the metaphoric than toward the literal (salience-based) interpretation, suggesting that deriving nonsalient interpretations involved activating the salience-based interpretation. In Meytes and Tamir (2005; see Giora, 2006), negative idioms (I don’t know my right from left) took less time to read than their affirmative counterparts (I know my right from left) even though the latter are shorter. The extra processing time incurred by the less familiar version might be explained by the need to revisit the idiomatic interpretation.


It’s not, however, the case that salient nonliteral meanings (I don’t know my right from left) should always interfere with utterance salience-based (e.g., literal) interpretation; at times they may fit in the representation of that interpretation. For instance, in Ferretti, Patterson & Katz (2007), although literal (salience-based) interpretations of familiar proverbs (Lightning

never strikes the same place twice) and their salient proverbial meanings took equally long to read, literal (salience-based) interpretations, invited by a literally biasing contexts (a storm), were easier to incorporate into the text representation than figurative meanings embedded in a figuratively biasing contexts (financial market), as testified by ERP measures. Indeed, in this literal condition, both the literal and the nonliteral interpretations could be both true and contextually compatible, which wasn’t the case when the figurative context was considered. 

Even if reading times of whole utterances may not be sensitive enough to disclose differences or difficulties, these difficulties may surface later on and slow down reading times at the space that follows the utterance or for the first words of the next utterance. For instance, in Pexman, Ferretti and Katz (2000), although supportive contexts speeded reading times at the last nonliteral word of novel metaphoric and ironic utterances (relative to a neutral context), reading times at the space following these utterances and for the first word of the next utterance were longer, with longer reading times in the irony than in the metaphor condition. Such “spill-over effects” demonstrate difficulties at these locations, originating in the previous utterance.

3.1.2 Lexical decisions

Although reading times may at times indicate processing difficulties, it is also reasonable to suspect that the observed difficulties do not necessarily reflect involvement of inappropriate interpretations in utterances’ representation. After all, these longer reading times could be also explained by novelty of the items. Additionally, reading times cannot tease apart interference of lexical meanings from that of salience-based interpretations. 

In contrast, lexical decisions to probes related to the appropriate and inappropriate message-level interpretations of an utterance can be highly revealing in so far as (both early and) late processes are concerned. For instance, I see that you picked the ideal meal today embedded in an irony inviting context induced faster response times to a probe-word related to its salience-based (often literal) interpretation (“healthy”) compared to the (equally familiar/salient) contextually appropriate probe-word (“harmful”) related to the nonsalient ironic interpretation of utterance. Such patterns of results were obtained even when probes were presented 1000 ms following offset of the ironic utterance, thus allowing lengthy processing time (Giora, Fein, Laadan et al., 2007; see section 3.2.1). Lexical decisions to such probes occurring at a late processing stage, at interstimulus intervals (ISIs) of 750-1000 ms, then, can disclose underlying processes involved in utterance end-product interpretation.

3.1.3 Resonance

There are, in addition, other ways to index the accessibility of inappropriate message-level interpretations by looking at the manner in which natural discourse unfolds. For instance, measuring the amount of resonance obtaining between neighboring utterances and the way their compatible and incompatible interpretations shape the ongoing discourse may be one such way. “Resonance” pertains to the “activation of affinities across utterances”, whether the speaker’s or her interlocutors’, resulting in an environment that aligns with utterances’ interpretations (Du Bois, 2004). Looking at utterances’ contexts can be thus revealing about which interpretations are entertained by the speaker, whether resonating with herself or with her interlocutors. For instance, in (2), the ironic “splendid job of our fine pilots” resonates with its salience-based albeit inappropriate literal interpretation (Hooray to the Israeli Airforce pilots doing a splendid job) appearing earlier in the context. In (3), the Figure - KNOW HOPE
 - resonates with the Ground featuring its salience-based incompatible opposite - ‘no hope’. In (4), the ironic Welcoming the liberators at Basrah
 resonates with the familiar - Manneken Pis - the Pissing little boy in Brussels (5); whereas the latter conveys a salience-based interpretation of joy, innocence, and pride, the former gets across an additional message of contempt.

(2) Hooray to the Israeli Airforce pilots doing a splendid job" effused Brigadier General Avi Benayahu, the IDF spokesperson, talking to Yonit Levy - white turtleneck against a background of tanks, vis à vis hundreds of funerals in Gaza - a token of the splendid job of our fine pilots (Levy, 2008). 

(3) KNOW HOPE
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(4) Welcoming the liberators at Basrah
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(5) Manneken Pis
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Such instances of resonance obtaining between messages are consistent with the view that salience-based interpretations are activated and retained even when contextually incompatible.

3.2 Empirical findings

3.2.1 Irony

Interpreting ironic utterances in highly supportive contexts can be an ideal test-case for the involvement or lack of it of salient but incompatible meanings and salience-based but incompatible interpretations in utterance processing. According to The Graded Salience Hypothesis and The Suppression/Retention Hypothesis (Giora, 2003; Giora and Fein, 1999), salient but incompatible meanings and salience-based but incompatible interpretations which are conducive to the appropriate interpretation of the utterance will make up part of the final representation of the utterance. Whereas the final ironic output is heavily dependent on contextual information, the incompatible salient meanings and salience-based interpretations rely on the salient meanings of the components that make up the ironic statement. Recent research reveals that both incompatible meanings as well as incompatible interpretations are represented in the products of irony processing.

Salient but incompatible meanings

Previous online research demonstrated that the products of irony interpretation included salient but incompatible meanings. Such meanings were shown to be activated initially and to remain accessible even at the late stages of the interpretation process, suggesting that such meanings did not undergo suppression. For instance, in Giora and Fein (1999), allowing comprehenders another 1,000 ms processing time following offset of target utterances revealed that both familiar and unfamiliar ironies retained rather than suppressed incompatible meanings activated initially on account of their salience. In Giora et al. (1998), even when probed 2,000 ms following offset of the ironic statements, such salient meanings were still as active. Such results argue against the replacement hypothesis of The Standard Pragmatic Model (Grice, 1975) and The Modular View (Swinney, 1979).
Salience-based but incompatible interpretations

To argue against both The Direct Access View and Relevance Theory, as well as against The Standard Pragmatic Model, it is necessary to show that salience-based but incompatible message-level interpretations make up part of the products of irony when targets are embedded in a strong context, inducing an expectation for an ironic utterance (Gibbs, 1986, 2002). In our more recent studies we attempted to show that. In these experiments we included contexts raising an expectation for an ironic target and measured both reading times of literal and ironic utterances and response times to probes related to the utterances’ interpretation rather than to the lexical meanings of their key words. 
Findings in Giora, Fein, Laadan et al. (2007), replicated also in Giora, Fein, Kaufman, Eisenberg, and Erez (2009), showed that utterances took longer to read when embedded in dialogues shown to induce an expectation for an ironic utterance than when embedded in very similar dialogues inviting, however, a salience-based interpretation of the same target utterances.
 For instance, reading times of target statements such as Sounds like you are going to have a really interesting evening were longer following contexts biased toward the ironic interpretation (6) than toward the salience-based (often literal) interpretation (7):

(6) Barak: I finish work early today.

Sagit: So, do you want to go to the movies?

Barak: I don’t really feel like seeing a movie.

Sagit: So maybe we could go dancing?

Barak: No, at the end of the night my feet will hurt and I’ll be tired.

Sagit: You’re a really active guy …
Barak: Sorry, but I had a rough week.

Sagit: So what are you going to do tonight?

Barak: I think I’ll stay home, read a magazine, and go to bed early.

Sagit: Sounds like you are going to have a really interesting evening.

Barak: So we’ll talk sometime this week.

(7) Barak: I was invited to a film and a lecture by Amos Gitai.

Sagit: That’s fun. He is my favorite director.

Barak: I know, I thought we’ll go together.

Sagit: Great. When is it on?

Barak: Tomorrow. We will have to be in Metulla1 in the afternoon.

Sagit: I see they found a place that is really close to the center.
Barak: I want to leave early in the morning. Do you want to come?

Sagit: I can’t, I’m studying in the morning.

Barak: Well, I’m going anyway.

Sagit: Sounds like you are going to have a really interesting evening.

Barak: So we’ll talk sometime this week.
Additionally, in Giora, Fein, Laadan et al. (2007), contextual expectation for an ironic utterance was induced via presenting participants only contexts all of which ended in an ironic utterance (8). These were compared to a condition in which only half of the contexts ended in an ironic utterance; the other half ended in a nonironic utterance (9). Using lexical decisions to probes related to utterance-level interpretation showed facilitation only of the salience-based but incompatible interpretation; nonsalient albeit compatible interpretations, namely ironically related probes, were not facilitated even when 1000 ms extra processing time was allowed.  This pattern of results was not different from that obtained in the control design which did not induce an expectation for an ironic interpretation. Such results suggest that a strong context inducing an expectation for an ironic interpretation does not affect a seamless interpretation process, as predicted by The Direct Access View. Overall, these results argue against the assumption that supportive contextual information can effect contextually appropriate interpretation exclusively, even when nonsalient (see Gibbs, 2002; Grice, 1975).

(8)  Yuval and Omry went out for their lunch break after a morning of work.

They went to the cafeteria in their office building and each filled a platter

with food. They stood in line for a long while and were eager to start the

meal. When they had sat down, Yuval saw that his colleague chose fried sausage, chips, a glass of coke for a drink, and a sugar-glazed doughnut for

desert. Then Yuval said: “I see that you picked the ideal meal today!”

(9)  Yuval and Omry went out for their lunch break after a morning of work.

They went to the cafeteria in their office building and each filled a platter

with food. They stood in line for a long while and were eager to start the

meal. When they had sat down to eat, Yuval saw that his colleague filled his

platter with salad, tofu, and sprouts and chose natural carrot juice for a drink.

Then Yuval said: “I see that you picked the ideal meal today!”
Probes: Salience-based related—healthy; ironically related—harmful

Importantly, strengthening the ironically biasing design used in Giora, Fein, Laadan et al. (2007) by introducing an additional constraint, did not affect the patterns of results obtained earlier. In Giora and Fein (2010a), in addition to the biasing design which induced an expectation for an ironic statement via repetitive use of such statements, the expectation for ironic utterances was strengthened by informing participants that the aim of the experiment was to test irony interpretation. The control group, whose experimental design was mixed, raising no expectation, were not informed about this specific aim of the experiment; their contextual information was thus weaker compared to that in which expectation for ironic utterances was made obvious both implicitly and explicitly. Still, in spite of strongly biasing contextual information in favor of the ironic interpretation, the pattern of results obtained earlier did not change. Even this multiple constraints condition did not facilitate irony interpretation, not even when 1000 ms processing time was allowed. In contrast, only incompatible salience-based interpretations were made available in both conditions.

In Giora and Fein (2010b), we allowed participants even longer processing time of 1500 ms. We predicted that even if, at this stage, irony is understood, salience-based but incompatible interpretations will be still available. Indeed, even at such a long delay, pattern of results did not change: the salience-based literal interpretation was never less accessible than the ironic interpretation, despite its incompatibility.

Such results demonstrate that understanding utterances in a context strongly biasing their interpretation toward a nonsalient but appropriate (ironic) interpretation does not unconditionally involve dispensing with the salience-based but incompatible interpretation. The involvement of salience-based but incompatible interpretations in irony interpretation supports The Graded Salience Hypothesis but argues against both The Standard Pragmatic Model and The Direct Access View. 

Corpus-based studies

Can lab results showing that salience-based but incompatible interpretations feature in irony final outputs be supported by corpus-based studies looking into the environment of natural (spoken and written) uses? Indeed if the natural environment of irony discloses salience-based but incompatible interpretations, this will support the view that the online processes involved in irony interpretation can be mirrored in irony production.

In Giora, Raphaely, Fein, and Livnat (2010), we examined (Hebrew) newspaper editorials and op-ed articles (taken from Haaretz, Ynet, NRG, Walla, The Seventh Eye, and Mouse) written by well-known ironists during 2008-9. This corpus comprises 70347 words and includes 1597 ironic utterances (15466 words). To find out which interpretations help shape the environment of irony, we looked at how the context of irony resonates with its various compatible and incompatible interpretations. Specifically, we looked at (i) whether the environment did not resonate with any of the interpretations of the ironic utterance; (ii) whether it resonated with both its salience-based and ironic interpretations; (iii) whether it included extended ironies – namely, ironies extending their salience-based interpretation and consequently their ironic interpretation as well, thus creating an environment which resonates with both the compatible and incompatible interpretations of the utterance; (iv) whether it resonated with the ironic interpretation only (10a-b), (v) or whether it resonated with its salience-based interpretation only (11a-b). The latter two are exemplified below (the ironic key word/phrase - in bold and the way it is resonated with - in italics). They count as the data which we analyzed:

(10) Environment manifesting ironic resonance 

(a) A modest studio of less than 140 square meters with two enormous rooms outfitted like the most luxurious hotel (Kashua, 2008).

(b) The man [Olmert] who made a number of courageous statements about    peace late in his tenure has orchestrated no fewer than two wars. Talking peace and making war, the "moderate" and "enlightened" prime minister [Olmert] has been revealed as one of our greatest fomenters of war (Levy, January 2009).

(11) Environment manifesting salience-based resonance

(a) All this really could have been peachy if not for the fact that blindness is dangerous and the not-so-good ending is known in advance (Levy, July, 2009).

(b) Most of the tycoons that have borrowed, in recent years, tens of billions of NIS, in bonds, from the public, find it hard to adjust to the harsh conditions in the First Class of commercial airlines (Rolnik, 2008).

Results show that most of the ironies (43%) did not affect their environment in that they were not reflected in their contexts; very few (3%) were addressed by relating to both their ironic and salience-based interpretations and some (10%) were extended ironies. However, a great number of ironies (36%) resonated with their salience-based interpretations only; significantly less so (8%) were echoed via their ironic interpretations only. Such results are more consistent with The Graded Salience Hypothesis than with The Direct Access View and The Standard Pragmatic Model. They show that, as predicted by The Graded Salience Hypothesis, salience-based albeit incompatible interpretations are retained in irony production, allowing speakers to resonate with (their own) contextually inappropriate interpretations on account of their relative accessibility.

In a similar manner, corpus-based studies of spoken interaction also afford evidence supporting the involvement of salience-based but incompatible interpretations in processing ironic utterances. For instance, in Giora and Gur (2003), 75% of the conversional ironies exchanged among friends were responded to by reference to their salience-based but incompatible interpretations. In Kotthoff (2003), dinner-table conversations among friends abounded in responses to “what is said” - the salience-based but incompatible interpretations of the ironies; responses to “what is meant” - the nonsalient compatible interpretation - were significantly less frequent (the reverse was true of such exchanges between adversaries participating in TV talk-shows). In Partington (2007) too, evidence supports the view that speakers retain salience-based but incompatible interpretations of irony (termed “the surface narrative of irony”) which could be further exploited to induce effects such as laughter and even strategic advantage.

In sum, online studies as well and natural language use demonstrate that, as predicted by The Graded Salience Hypothesis, comprehenders activate and retain salient but incompatible meanings and salience-based but incompatible interpretations of ironic utterances. Such results cannot be accommodated by either The Direct Access View and Relevance Theory or by The Standard Pragmatic Model.
3.2.2 Metaphor

Interpreting metaphors, particularly novel metaphoric utterances embedded in contexts supportive of the metaphoric interpretation, can also allow an insight into the involvement or lack of it of salient but incompatible meanings and salience-based but incompatible interpretations in utterance processing. According to The Graded Salience Hypothesis and The Suppression/Retention Hypothesis (Giora, 2003; Giora and Fein, 1999), salient but incompatible meanings and salience-based but incompatible interpretations, conducive to the appropriate interpretation of the utterance, will be accessed and make up part of the final representation of the utterance. Whereas the final metaphoric output of such metaphors is heavily dependent on contextual information, incompatible salient meanings and salience-based interpretations rely on the salient meanings of the components that make up the metaphoric utterance. Recent research reveals that both incompatible meanings as well as incompatible interpretations are represented in the products of metaphor.

Salient but incompatible meanings

Recent research demonstrates that the products of metaphor include salient but incompatible meanings. Such meanings were shown to be activated initially and to remain accessible even at the late stages of the interpretation process, suggesting that they were neither sieved out nor suppressed by contextual information supportive of the appropriate interpretation. For instance, in Rubio Fernández (2007), following contexts supportive of (literally meaningless) novel metaphoric interpretations (John doesn’t like physical contact. Even his girl friend finds it difficult to come close to him. John is a cactus), salient, incompatible literal meanings (“spike”), conducive, though, to the interpretation of the (novel) metaphor, were accessed immediately and remained accessible even at a 1000 ms delay.

In Kacinik and Chiarello (2007), conventional metaphors (bright), having salient (literal) and somewhat less salient (metaphoric) senses, were embedded in literally and metaphorically biasing contexts (It’s the building with the bright colors vs. The teacher praised the bright student). Using the divided visual field paradigm, Kacinik and Chiarello demonstrated priming effects for both senses in both hemispheres, regardless of degree of salience. Importantly, both hemispheres retained both senses, showing the salient and less-salient but incompatible meanings which are conducive to the appropriate interpretation made up part of the final representation.


In Giora, Fein, Aschkenazi and Alkabets-Zlozover (2007) negated (literally sensible) metaphors (no rocket) primed their salient but incompatible metaphoric meaning (‘fast’) even as long as 1000 ms following their offset (The train to Boston was no rocket. The trip to the city was *fast*, though). Such results attest to the presence of salient but incompatible meanings in the products of metaphor.

Salience-based but incompatible interpretations

To argue against The Standard Pragmatic Model, The Direct Access View, and Relevance Theory, it is necessary to show that salience-based but incompatible interpretations make up part of the products of metaphor processing. Indeed, findings from a number of methodologies support the involvement of such incompatible interpretations in interpretation processes and products. For instance, results of reading times show that novel metaphors took longer to read than their literal interpretations, suggesting that salience-based but incompatible interpretations might have been involved in the process (Brisard, Frisson, & Sandra, 2001; Giora & Fein, 1999; but see Ortony, Schallert, Reynolds, & Antos, 1978).
In Kacinik and Chiarello (2007), the salience-based but incompatible (literal) interpretations of metaphoric utterances were accessed and retained in spite of a sentence context supportive of the metaphoric interpretation. Specifically, when allowed enough processing time (950 ms), literal, message-level interpretations (‘wilted’) of novel metaphoric utterances such as Henry thought her eyes were petals were primed and retained in the right hemisphere alongside appropriate message-level interpretations (‘lovely’). Moreover, this effect was equivalent to that obtained when the literal targets followed literal utterances such as That plant keeps losing its petals. Such findings demonstrate that even when the metaphoric interpretation was accomplished, incompatible interpretations conducive to its interpretation still featured in the metaphoric final output. Such results support the view that salience-based interpretations may be retained even when incompatible and make up part of the output of metaphors even in contexts highly supportive of the metaphoric interpretation. 

In addition to lab results, evidence from corpus-based research shows that metaphors (in bold), both novel and familiar, can prime and be primed by their literal interpretation (in italics) (see Giora, in press). For instance, in the following example, novel metaphors (Denying food is fire, Denying water is fire) are primed by a reference to their salience-based but incompatible literal interpretation (ceasefire) which precedes them:

(12) 
Let's be clear about this: Israel's fire at Gaza has not ceased. There is no Israeli ceasefire in Gaza. There is no Israeli ceasefire even when Israel's soldiers aren't shooting a single bullet in Gaza… There are food shortages in Gaza. Israel is denying Gaza food… Food shortages kill. Denying food is fire. There's a shortage of potable water in Gaza. ... Water shortages kill. Denying water is fire (Mazali, 2006).

Conventional metaphors too can be primed by their salience-based incompatible (literal) interpretation. For instance, in “The cease-fire will go up in flames” (Levy, 2006), the literal, salience-based but incompatible interpretation (cease-fire) primes a familiar metaphor (go up in flames) which follows it; in “To expel them [the Israeli children of foreign workers] is disgraceful - it is this disgrace that we must expel” (Aloni, 2009), the metaphoric expel is primed by its salience-based incompatible (literal) interpretation (‘send away’).
Conventional metaphors can also prime their salience-based but incompatible interpretation. For instance, Glitterati in “Glitterati at Leviev’s New York Gala Stunned by Palestinian Rights Protest” resonates with diamonds, related to its salience-based but incompatible interpretation, appearing in the utterance that follows it:

(13) 
Glitterati at Leviev’s New York Gala Stunned by Palestinian Rights Protest. Leviev’s diamonds fund repression in Angola, and violations of international law in Palestine (Adalah-NY, 2007):

Similarly the familiar metaphor “thirsting for justice” resonates with its salience-based but incompatible literal interpretation in “control of water” which follows it: 

(14) 
Palestine thirsting for justice  - Israel’s control of water as  tool of  apartheid and means of ethnic cleansing (Barghouti, 2009).

A corpus-based study of metaphors in a conversation between intimates, including 2856 words (taken from Du Bois, Chafe, Meyer, and Thompson, 2000), discusses the 23 metaphors appearing in it. Whereas 5 did not prime any of their interpretations, the rest 18 either primed their literal interpretation or elaborated on it by extending the metaphor. Of these 18, 17 were familiar metaphors (Giora, 2003; see also Giora & Balaban, 2001).

Needless to say, novel metaphors too can prime their salience-based but incompatible interpretation. For instance, in (15), the metaphoric igniting under fire and shooting, resonate with their salience-based but incompatible (literal) interpretation related to kindle, fire, and shooting, which follow them:

(15) 
Both Gaza and the West Bank will go on igniting under fire, till they kindle Sderot [an Israeli town] again too. The bullet-less fire that Israel is shooting at the dispossessed of Gaza is fire that it is also shooting, by proxy, at the dispossessed of Sderot (Mazali, 2006).

Metaphors (darkness) can also prime other metaphors (light) to which they are related via their incompatible literal interpretation:

(16)    A war in Iraq will soon break out, and with it a great darkness will descend on events in the territories… This is the time to caution us all that under the cover of that darkness, grave things may come to pass (Levy, 2003).

Not that there is much light there now, either (Levy, 2003).

Findings from various methodologies, then, demonstrate that both salience-based but incompatible meanings as well as salience-based but incompatible interpretations make up part of the products of metaphor. Such findings cannot be explained by The Standard Pragmatic Model (Grice, 1975), The Direct Access View (Gibbs, 1994), or Relevance Theory (Sperber & Wilson, 1986/1995). Instead, they support The Graded Salience Hypothesis and The Suppression/Retention Hypothesis (Giora, 2003; Giora & Fein, 1999) which predict that salient meanings and salience-based interpretations will not be inhibited, nor will they be suppressed by a strong context supportive of the appropriate interpretation in case they are conducive to that interpretation.

3.2.3 Visual negation

Does processing negation involve salient but incompatible meanings and salience-based but incompatible interpretations? Note that what would count as incompatible salient meanings and incompatible salience-based interpretations in processing negation is related to the affirmative meaning of the concept within the scope of negation which, if retained, will affect the final representation of the negated concept. That negated information involves incompatible salient meanings is widely acknowledged: Negation does not inhibit access of salient meanings of concepts within its scope (Hasson & Glucksberg, 2006; Giora, Balaban, Fein, & Alkabets, 2005; Kaup, Yaxley, Madden, Zwaan, Lüdtke, 2007; MacDonald and Just, 1989 Experiments 1-2 reading phase). However, according to the received view, these meanings should undergo suppression and be replaced by an available alternative (MacDonald and Just, 1989). Thus, when presented in isolation, the salient metaphoric meaning of rocket (‘fast’) in The train to Boston was no rocket was discarded from the mental representation (Hasson & Glucksberg, 2006); in the door is not open, presented in isolation, the concept within the scope of negation (open) was deactivated and replaced by its alternative opposite (‘closed’; Kaup, Lüdtke, and Zwaan (2006). 

In contrast, Giora and colleagues (Giora, 2006, 2007; Giora et al., 2005; Giora, Fein, Aschkenazi et al., 2007) argued that suppression following negation is not obligatory; instead, it is sensitive to discourse goals and requirements. It will not be induced unless invited by context, nor will it operate when contextual information motivates retention of the negated concept (see also Kaup and Zwaan, 2003). According to this view, then, negation might have a number of consequences rather than a single contrastive outcome.

In addition to testing this pragmatically oriented view by examining linguistic negation (Giora, 2006; Giora, Fein, Aschkenazi et al., 2007), Giora, Heruti, Metuki & Fein (2009) examined visual negation. The working hypothesis was that visual negation should operate along the lines proposed for linguistic negation (Giora 2006, 2007). Visually negated information was therefore not expected to be unconditionally discarded from the mental representation (as proposed for linguistic negation by Hasson & Glucksberg, 2007; Kaup et al., 2006; MacDonald and Just, 1989). Rather, it was expected to be sensitive to discourse goals and requirements and retain visual of information within the scope of negation when this was required (Giora, 2006). 

For instance, in road-signs such as (17), (17a), which indicates end of highway by means of a visual negation marker, invites discarding information within the scope of negation (17b) and replacing it with a alternative (17c), which indicates urban area:

(17)


[image: image5]
However, in (18) by Gal (1966), wiping The Israel Museum of Art off an aerial photo has a different effect. Using a censoring technique used by the Israeli military Censor to wipe military bases off aerial photos, this visual erasure draws the viewer’s attention to the erased object, which, as a result, is represented in a way that likens it to a military base. This indeed was the artist’s way to express his criticism of the complicity of institutional art in Israel in the occupation and the oppression of the Palestinians (Gal, 2006)
(18) Erasing the Israel Museum


[image: image6]
These examples suggest that information within the scope of visual negation is not discarded automatically. It is suppressed if it needs be replaced by alternative information; it is retained in case it plays a role in the end-product interpretation.

To test this, we ran an offline task, in which participants were presented visual instructions and assertions such as (19), containing a visual negation marker (X) imposed on a percept: 

[image: image7.jpg]



(19)

They were asked to rate the extent to which each of three different interpretations was an appropriate interpretation of the image. One such interpretation retained the negated information (Don’t leave the door open!); another presented an alternative opposite (Close the door!); and another conveyed irrelevant but still somehow related information (There is a strong lock on the door).

Results showed that, as found for linguistic negation (see Giora, 2006; Giora, Fein, Laadan et al., 2007; Kaup & Zwaan, 2003), comprehenders did not discard negated information unconditionally. Rather, they preferred the interpretation which preserved the information within the scope of negation (Don’t leave the door open!), suggesting that the so-called inappropriate interpretation (‘leave the door open!’) was retained and featured in the products of visual negation.

4. Conclusions

Is our cognitive machinery adept at swiftly and accurately homing in on a single, contextually appropriate interpretation, as assumed by The Direct Access View (Gibbs 1986, 1994) and Relevance Theory (Sperber and Wilson 1986/1995), or is it less efficient at sieving out interpretations based on salient (coded and prominent) word and phrase meanings, as proposed by The Graded Salience Hypothesis (Giora 1997, 1999, 2003). A review of many of the recent findings in irony, metaphor, and negation challenges The Direct Access View, Relevance Theory, and The Standard Pragmatic Model. Instead, it supports The Graded Salience Hypothesis, shedding light on the role salient meanings play in inducing salience-based interpretations which are involved in utterance interpretation even when incompatible and even when contextual information is highly supportive of the compatible interpretation. Indeed, converging evidence from multiple experimental methodologies, both online and offline, testifies to the significant role salient but incompatible meanings and salience-based but incompatible interpretations play in shaping contextually compatible interpretations in contexts strongly benefiting such interpretations. Our cognitive machinery, then, does not swiftly and accurately home in on a single, contextually appropriate interpretation, because it is sensitive to the pragmatic role inappropriate meanings and interpretations play in affecting the products of processing utterances. 
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� http://forecasthighs.com/2009/01/02/happy-new-war/


� A coded response to a stimulus involves not only its semantics but also its default contexts of use and co-occurrences. For instance, a stimulus such as doctor involves its semantics (‘medical expertise’) as well as concepts with which it co-occurs (such as ‘nurse’ or ‘hospital’).


� � HYPERLINK "http://www.haaretz.com/hasen/spages/1116468.html" �http://www.haaretz.com/hasen/spages/1116468.html�





� � HYPERLINK "http://en.wikipedia.org/wiki/The_Adventures_of_Pinocchio#Plot" ��http://en.wikipedia.org/wiki/The_Adventures_of_Pinocchio#Plot�





� http://www.flickr.com:80/photos/idanska/247228762/


� http://www.shabablek.com/drimages/details.php?image_id=199





� Both types of dialogues included an ironic speaker uttering an ironic utterance in context mid-position. However only in the ironically biasing context that speaker uttered another ironic utterance – the target utterance. On the immediate effect of such pragmatic information on irony comprehension, see Regel, Coulson and Gunter (in press).


�	 On negative understatements being ironic, see Giora et al. (2005).





� In the original Hebrew version hard and harsh were described by using the same (polysemous) root (translated by Elad Livnat).


� An additional experiment ruled out the possibility that this preference was motivated by a politeness principle.
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